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State Spaces 

One general formulation of intelligent action is in terms of state space. A state contains all of the information necessary to predict the 

effects of an action and to determine if it is a goal state. State-space searching assumes that. 

 The agent has perfect knowledge of the state space and can observe what state it is in (i.e., there is full observability); 

 The agent has a set of actions that have known deterministic effects; 

 Some states are goal states, the agent wants to reach one of these goal states, and the agent can recognize a goal state; and 

 A solution is a sequence of actions that will get the agent from its current state to a goal state. 

 

A state-space problem consists of 
 a set of states; 

 a distinguished set of states called the start states; 

 a set of actions available to the agent in each state; 

 an action function that, given a state and an action, returns a new state; 

 a set of goal states, often specified as a Boolean function, goal(s), that is true when s is a goal state; and 

 a criterion that specifies the quality of an acceptable solution. For example, any sequence of actions that gets the agent to the 

goal state may be acceptable, or there may be costs associated with actions and the agent may be required to find a sequence 

that has minimal total cost. This is called an optimal solution. Alternatively, it may be satisfied with any solution that is within 

10% of optimal. 

 

Uninformed Search Strategies 

An uninformed  (a.k.a. blind , brute-force) search algorithm generates the search tree without using any domain specific knowledge. 

The two basic approaches differ as to whether you check for a goal when a node is generated or when it is expanded. 

Uninformed search strategies that do not take into account the location of the goal. Intuitively, these algorithms ignore where they 

are going until they find a goal and report success. 

Uninformed Search includes the following algorithms: 

1. Breadth First Search (BFS) 

2. Uniform Cost Search (UCS) 

3. Depth First Search (DFS) 

4. Depth Limited Search (DLS) 

5. Iterative Deepening Search (IDS) 

6. Bidirectional Search (BS) 

 

 Breadth First Search (BFS):is a simple strategy in which the root node is expanded first, then all the successors of the root 

node are expanded next, then their successors, and so on. Fringe is a FIFO queue. 

1. BFS) searches breadth-wise in the problem space. Breadth-First search is like traversing a tree where each node is a state which 

may a be a potential candidate for solution 

2. Breadth first search expands nodes from the root of the tree and then generates one level of the tree at a time until a solution is 

found. 

3.  It is very easily implemented by maintaining a queue of nodes. Initially the queue contains just the root. In each iteration, node 

at the head of the queue is removed and then expanded. The generated child nodes are then added to the tail of the queue. 

4. Enqueue nodes on nodes in FIFO (first-in, first-out) order. That is, nodes used as a queue data structure to order nodes. 

5. Optimal (i.e., admissible) if all operators have the same cost. Otherwise, not optimal but finds solution with shortest path length. 

Unit-2: 
CONTENT: 

Introduction to Search: Searching for solutions, Uninformed search strategies, Informed search 

strategies, Local search algorithms and optimistic problems, Adversarial Search, Search for games. , Alpha 

- Beta pruning. 
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6. Exponential time and space complexity, O(b^d), where d is the depth of the solution and b is the branching factor (i.e., number of 

children) at each node. 

ALGORITHM: BREADTH-FIRST SEARCH 

1. Create a variable called NODE-LIST and set it to the initial state. 

2. Loop until the goal state is found or NODE-LIST is empty. 

a. Remove the first element, say E, from the NODE-LIST. If NODE-LIST was empty then quit. 

b. For each way that each rule can match the state described in E do: 

i) Apply the rule to generate a new state. 

ii) If the new state is the goal state, quit and return this state. 

iii) Otherwise add this state to the end of NODE-LIST 

 

ADVANTAGES OF BREADTH-FIRST SEARCH 

 

Breadth first search will never get trapped exploring the useless path forever. 

1. If there is a solution, BFS will definitely find it out. 

2. If there is more than one solution then BFS can find the minimal one that requires less number of steps. 

 

DISADVANTAGES OF BREADTH-FIRST SEARCH 

 

1. The main drawback of Breadth first search is its memory requirement. Since each level of the tree must be saved in order to 

generate the next level, and the amount of memory is proportional to the number of nodes stored, the space complexity of 

BFS is O(b
d
). As a result, BFS is severely space-bound in practice so will exhaust the memory available on typical 

computers in a matter of minutes. 

2. If the solution is farther away from the root, breath first search will consume lot of time. 

 

 

 Uniform-cost search : 
 uniform-cost search expands the node n with the lowest path cost g(n). This is done by storing the frontier as a priority 

queue ordered by g. 

 In  this search algorithm involves expanding nodes by adding all unexpanded neighboring nodes that are connected by 

directed paths to a priority queue 

 In the queue, each node is associated with its total path cost from the root, where the least-cost paths are given highest 

priority. 

 The node at the head of the queue is subsequently expanded, adding the next set of connected nodes with the total path cost 

from the root to the respective node. 

 The uniform-cost search is complete and optimal if the cost of each step exceeds some positive bound ε. 

 The worst-case time and space complexity is O(b
1 + C*/ε

), where C* is the cost of the optimal solution and b is the branching 

factor. When all step costs are equal, this becomes O(b
d + 1

) 
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Algorithm: 
functionUNIFORM-COST-SEARCH(problem) returns a solution, or failure  

node←a node with STATE = problem.INITIAL-STATE, PATH-COST = 0 

frontier←a priority queue ordered by PATH-COST, with node as the only element 

explored←an empty set 

loop do 

ifEMPTY?( frontier ) then return failure 

node←POP( frontier ) /* chooses the lowest-cost node in frontier */ 

ifproblem.GOAL-TEST(node.STATE) then return SOLUTION(node) 

for each action in problem.ACTIONS(node.STATE) do 

child←CHILD-NODE(problem, node, action) 

ifchild.STATE is not in explored or frontier then 

addchild.STATE to explored 

frontier←INSERT(child, frontier ) 

else if child.STATE is in frontier with higher PATH-COST then 

replace that frontier node with child 

 

 Depth-first search (DFS) 

 DFS is an uninformed search that progresses by expanding the first child node of the search tree that appears and thus going 

deeper and deeper until a goal node is found, or until it hits a node that has no children. Then the search backtracks, returning 

to the most recent node it hasn't finished exploring. 

 In a non-recursive implementation, all freshly expanded nodes are added to a stack for exploration. 

 The time and space analysis of DFS differs according to its application area. In theoretical computer science, DFS is typically 

used to traverse an entire graph, and takes time O(|V| + |E|), linear in the size of the graph. 

 In these applications it also uses space O(|V|) in the worst case to store the stack of vertices on the current search path as well 

as the set of already-visited vertices. 

 Algorithm: Depth First Search 

1. If the initial state is a goal state, quit and return success. 

2. Otherwise, loop until success or failure is signaled. 

    a) Generate a state, say E, and let it be the successor of the initial state. If there is no successor, signal failure. 

    b) Call Depth-First Search with E as the initial state. 

    c) If success is returned, signal success. Otherwise continue in this loop. 

Advantages of Depth-First Search 

1. The advantage of depth-first Search is that memory requirement is only linear with respect to the search graph. This is in 

contrast with breadth-first search which requires more space. The reason is that the algorithm only needs to store a stack of 

nodes on the path from the root to the current node.  

2. The time complexity of a depth-first Search to depth d is O(b^d) since it generates the same set of nodes as breadth-first 

search, but simply in a different order. Thus practically depth-first search is time-limited rather than space-limited. 

3. If depth-first search finds solution without exploring much in a path then the time and space it takes will be very less. 
 

Disadvantages of Depth-First Search 

1. The disadvantage of Depth-First Search is that there is a possibility that it may go down the left-most path forever. Even a 

finite graph can generate an infinite tree. One solution to this problem is to impose a cutoff depth on the search. Although the 

ideal cutoff is the solution depth d and this value is rarely known in advance of actually solving the problem. If the chosen 

cutoff depth is less than d, the algorithm will fail to find a solution, whereas if the cutoff depth is greater than d, a large price 

is paid in execution time, and the first solution found may not be an optimal one. 

2. Depth-First Search is not guaranteed to find the solution. 

3. And there is no guarantee to find a minimal solution, if more than one solution exists. 

 

http://www.wikipedia.org/wiki/Big_O_notation
http://www.worldofcomputing.net/memory/computer-memory.html
http://intelligence.worldofcomputing.net/ai-search/breadth-first-search.html
http://intelligence.worldofcomputing.net/ai-search/breadth-first-search.html
http://intelligence.worldofcomputing.net/ai-search/breadth-first-search.html
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 Depth-limited search(DLS) 

 It works exactly like depth-first search, but avoids its drawbacks regarding completeness by imposing a maximum limit on 

the depth of the search. 

 It also introduces an additional source of incompleteness if we choose ℓ < d, that is, the shallowest goal is beyond the depth 

limit. 

 Depth-limited search will also be no optimal if we choose ℓ > d. Its time complexity is O(bℓ) and its space complexity is 

O(bℓ).  

 Depth first search can be viewed as a special case of depth-limited search with ℓ=∞ 

 Depth-limited search can be implemented as a simple modification to the general tree or graph search algorithm. 

 Notice that depth-limited search can terminate with two kinds of failure: the standard failure value indicates no solution; the 

cutoff value indicates no solution within the depth limit. 
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Algorithm 
 function DEPTH-LIMITED-SEARCH(problem, limit ) returns a solution, or failure/cutoff 

 return RECURSIVE-DLS(MAKE-NODE(problem.INITIAL-STATE), problem, limit ) 

 function RECURSIVE-DLS(node, problem, limit ) returns a solution, or failure/cutoff 

 if problem.GOAL-TEST(node.STATE) then return SOLUTION(node) 

 else if limit = 0 then return cutoff 

 else 

 cutoff occurred?←false 

 for each action in problem.ACTIONS(node.STATE) do 

 child ←CHILD-NODE(problem, node, action) 

 result ←RECURSIVE-DLS(child, problem, limit − 1) 

 if result = cutoff then cutoff occurred?←true 

 else if result 6= failure then return result 

 ifcutoff occurred? then return cutoff else return failure 

 

A recursive implementation of depth-limited tree search. 

 

 

 

 

 

 

 Iterative deepening depth-first search 
 Iterative deepening search (or iterative deepening depth-first search) is a general strategy, often used in combination with 

depth-first tree search that finds the best depth limit. 

 It does this by gradually increasing the limit—first 0, then 1, then 2, and so on—until a goal is found. 

 Iterative deepening combines the benefits of depth-first and breadth-first search. Like depth-first search, its memory 

requirements are very modest: O(bd) to be precise. 

 Like breadth-first search, it is complete when the branching factor is finite and optimal when the path cost is a nondecreasing 

function of the depth of the node. 

 The space complexity of IDDFS is , where  is the branching factor and  is the depth of shallowest goal. Since 

iterative deepening visits states multiple times, it may seem wasteful, but it turns out to be not so costly, since in a tree most 

of the nodes are in the bottom level, so it does not matter much if the upper levels are visited multiple times. 

 The main advantage of IDDFS in game tree searching is that the earlier searches tend to improve the commonly used 

heuristics, such as the killer heuristic and alpha-beta pruning. 

 The time complexity of IDDFS in well-balanced trees works out to be the same as Depth-first search: . 

 Iterative deepening search is analogous to breadth-first search in that it explores a complete layer of new nodes at each 

iteration before going on to the next layer. 

 

functionITERATIVE-DEEPENING-SEARCH(problem) returns a solution, or failure 

fordepth = 0 to∞ do 

result←DEPTH-LIMITED-SEARCH(problem, depth) 

ifresult 6= cutoff then return result 

 

http://en.wikipedia.org/wiki/Space_complexity
http://en.wikipedia.org/wiki/Game_tree
http://en.wikipedia.org/wiki/Killer_heuristic
http://en.wikipedia.org/wiki/Alpha-beta_pruning
http://en.wikipedia.org/wiki/Time_complexity
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Four iterations of iterative deepening search on a binary tree. 

 

 

 

 Bidirectional search 
 
 The idea behind bidirectional search is to run two simultaneous searches—one forward from the initial state and the other 

backward from the goal—stopping when the two searches meet in the middle. 

 The motivation is that bd/2 + bd/2 is much less than bd . The area of the two small circles is less than the area of one big 

circle centered on the start and reaching to the goal. 

 Bidirectional search is implemented by replacing the goal test with a check to see whether the frontiers of the two searches 

intersect; if they do, a solution has been found. 

 EXAMPLE: if a problem has solution depth d=6, and each direction runs breadth-first search one node at a time, then in the 

worst case the two searches meet when they have generated all of the nodes at depth 3. 

 The time complexity of bidirectional search using breadth-first searches in both directions is O(bd/2). The space complexity 

is also O(bd/2). 

 Reduce this by roughly half if one of the two searches is done using iterative deepening, but at least one of the frontiers must 

be kept in memory so that the intersection check can be done. 

 This space requirement is the most significant weakness of bidirectional search. 
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A schematic view of a bidirectional search that is about to succeed, when a branch from the start node meets a branch from the goal 

node. 

 

 

 

INFORMED (HEURISTIC) SEARCH STRATEGIES  

 An informed search strategy—one that uses problem-INFORMED SEARCH specific knowledge beyond the definition of the 

problem itself—can find solutions more efficiently than an uninformed strategy. 

 The general approach we will consider is called best-first search. Best-first search is an instance of the general TREE-SEARCH 

or GRAPH-SEARCH algorithm in which a node is  selected for expansion based on an evaluation function, f(n). 

 The evaluation function is construed as a cost estimate, so the node with the lowest evaluation is expanded first. 

 Most best-first algorithms include as a component of fa heuristic function, denoted h(n): 

 

h(n) = estimated cost of the cheapest path from the state at node n to a goal state. 

(h(n) takes a node as input, but, unlike g(n), it depends only on the state at that node.) 

 

 

 

A* search: Minimizing the total estimated solution cost 

 
 It evaluates nodes by combining g(n), the cost to reach the node, and h(n), the cost to get from the node to the goal:              

f(n) = g(n) + h(n) . 

  Since g(n) gives the path cost from the start node to node n, and h(n) is the estimated cost of the cheapest path from n to the 

goal, we have f(n) = estimated cost of the cheapest solution through n. 

 Trying to find the cheapest solution, a reasonable thing to try first is the node with the lowest value of g(n) + h(n). 
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Stages in an A*search for Bucharest. Nodes are labeled 

with f = g +h. The 

h values are the straight-line distances to Bucharest 
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Optimality of A* 
•Provided that h(n) never overestimates the  

cost to reach the goal, then in tree search A*  

gives the optimal solution 

• Suppose G2 is a suboptimal goal node generated 

to the tree 

• Let C* be the cost of the optimal solution 

• Because G2 is a goal node, it holds that  

h(G2) = 0, and we know that f(G2) = g(G2) > C* 

• On the other hand, if a solution exists,  

there must exist a node n that is on the  

optimal solution path in the tree 

• Because h(n) does not overestimate the cost of 

completing the solution path, f(n) = g(n) + h(n)  C* 

• We have shown that f(n)  C* < f(G2),so G2 will 

not be expanded and A* must return an optimal solution. 

 

Problem Reduction with AO* Algorithm. 

PROBLEM REDUCTION ( AND - OR graphs - AO * Algorithm) 

When a problem can be divided into a set of sub problems, where each sub problem can be solved separately and a combination of 

these will be a solution, AND-OR graphs or AND - OR trees are used for representing the solution. The decomposition of the problem 

or problem reduction generates AND arcs. One AND are may point to any number of successor nodes. All these must be solved so 

that the arc will rise to many arcs, indicating several possible solutions. Hence the graph is known as AND - OR instead of AND. 

Figure shows an AND - OR graph. 

 

An algorithm to find a solution in an AND - OR graph must handle AND area appropriately. A* algorithm can not search AND - OR 

graphs efficiently. This can be understood from the give figure. 

 

 

http://1.bp.blogspot.com/_ZGzaqHb40vU/TEk4aFB9nkI/AAAAAAAAAGg/wk43hjjHOoc/s1600/BestFirstSearch1.jpg
http://4.bp.blogspot.com/_ZGzaqHb40vU/TEk1fyQdz8I/AAAAAAAAAGY/qiwz__Js55k/s1600/BestFirstSearch2.jpg
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In figure (a) the top node A has been expanded producing two area one leading to B and leading to C-D .the numbers at each node 

represent the value of f ' at that node (cost of getting to the goal state from current state). For simplicity, it is assumed that every 

operation(i.e. applying a rule) has unit cost, i.e., each are with single successor will have a cost of 1 and each of its components. With 

the available information till now , it appears that C is the most promising node to expand since its f ' = 3 , the lowest but going 

through B would be better since to use C we must also use D' and the cost would be 9(3+4+1+1). Through B it would be 6(5+1). 

Thus the choice of the next node to expand depends not only n a value but also on whether that node is part of the current best path 

form the initial mode. Figure (b) makes this clearer. In figure the node G appears to be the most promising node, with the least f ' 

value. But G is not on the current beat path, since to use G we must use GH with a cost of 9 and again this demands that arcs be used 

(with a cost of 27). The path from A through B, E-F is better with a total cost of (17+1=18). Thus we can see that to search an AND-

OR graph, the following three things must be done. 

1. Traverse the graph starting at the initial node and following the current best path, and accumulate the set of nodes that are on the 

path and have not yet been expanded. 

2. Pick one of these unexpanded nodes and expand it. Add its successors to the graph and computer f ' (cost of the remaining distance) 

for each of them. 

3. Change the f ' estimate of the newly expanded node to reflect the new information produced by its successors. Propagate this change 

backward through the graph. Decide which of the current best path. 

The propagation of revised cost estimation backward is in the tree is not necessary in A* algorithm. This is because in AO* algorithm 

expanded nodes are re-examined so that the current best path can be selected. The working of AO* algorithm is illustrated in figure as 

follows: 

 
Referring the figure. The initial node is expanded and D is Marked initially as promising node. D is expanded producing an AND arc 

E-F. f ' value of D is updated to 10. Going backwards we can see that the AND arc B-C is better .it is now marked as current best path. 

B and C have to be expanded next. This process continues until a solution is found or all paths have led to dead ends, indicating that 

there is no solution. An A* algorithm the path from one node to the other is always that of the lowest cost and it is independent of the 

paths through other nodes. 

The algorithm for performing a heuristic search of an AND - OR graph is given below. Unlike A* algorithm which used two lists 

OPEN and CLOSED, the AO* algorithm uses a single structure G. G represents the part of the search graph generated so far. Each 

node in G points down to its immediate successors and up to its immediate predecessors, and also has with it the value of h' cost of a 

path from itself to a set of solution nodes. The cost of getting from the start nodes to the current node "g" is not stored as in the A* 

algorithm. This is because it is not possible to compute a single such value since there may be many paths to the same state. In AO* 

algorithm serves as the estimate of goodness of a node. Also a there should value called FUTILITY is used. The estimated cost of a 

solution is greater than FUTILITY then the search is abandoned as too expansive to be practical. 

 

 

http://1.bp.blogspot.com/_ZGzaqHb40vU/TEkyIi1PzHI/AAAAAAAAAGQ/FwR_3J0S7qo/s1600/BestFirstSearch3.jpg
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For representing above graphs AO* algorithm is as follows 

AO* ALGORITHM: 

1. Let G consists only to the node representing the initial state call this node INTT. Compute  h' (INIT). 

2. Until INIT is labeled SOLVED or hi (INIT) becomes greater than FUTILITY, repeat the following procedure. 

(I)     Trace the marked arcs from INIT and select an unbounded node NODE. 

(II)  Generate the successors of NODE. if there are no successors then assign FUTILITY as h' (NODE). This means that NODE is not 

solvable. If there are successors then for each one called SUCCESSOR, that is not also an ancestor of NODE do the following 

            (a) add SUCCESSOR to graph G 

            (b) if successor is not a terminal node, mark it solved and assign zero to its h ' value. 

           (c) If successor is not a terminal node, compute it h' value. 

(III) Propagate the newly discovered information up the graph by doing the following. Let S be a set of nodes that have been marked 

SOLVED. Initialize S to NODE. Until S is empty repeat the following procedure; 

        (a) Select a node from S call if CURRENT and remove it from S. 

       (b) Compute h' of each of the arcs emerging from CURRENT, Assign minimum h' to     

               CURRENT. 

       (c) Mark the minimum cost path a s the best out of CURRENT. 

      (d)Mark CURRENT SOLVED if all of the nodes connected to it through the new marked are have been labeled SOLVED. 

      (e)If CURRENT has been marked SOLVED or its h ' has just changed, its new status mustbe propagate backwards up the graph. 

Hence all the ancestors of CURRENT are added to S. 

 

AO* Search Procedure. 

1. Place the start node on open. 

2. using the search tree, compute the most promising solution tree TP. 

3. Select node n that is both on open and a part of TP, remove n from open and place it no closed. 

4. If n is a goal node, label n as solved. If the start node is solved, exit with success where tp is the solution tree, remove all nodes 

from open with a solved ancestor. 

5. If n is not solvable node, label n as unsolvable. If the start node is labeled as unsolvable, exit with failure. Remove all nodes from 

open, with unsolvable ancestors. 

6. Otherwise, expand node n generating all of its successor compute the cost of for each newly generated node and place all such 

nodes on open. 

7. Go back to step (2) 

  
LOCAL SEARCH ALGORITHMS AND OPTIMIZATION PROBLEMS 

Local search algorithms operate using a single current node (rather than multiple paths) and generally move only to neighbors 

of that node. Typically, the paths followed by the search are not retained. Although local search algorithms are not systematic, 

they have two key advantages: 

(1) They use very little memory—usually a constant amount 

(2) They can often find reasonable solutions in large or infinite (continuous) state spaces for which systematic        algorithms are 

unsuitable. 

 In computer science, local search is a metaheuristic method for solving computationally hard optimization problems. 

 Local search can be used on problems that can be formulated as finding a solution maximizing a criterion among a number of 

candidate solutions. 

 Local search algorithms move from solution to solution in the space of candidate solutions (the search space) by applying 

local changes, until a solution deemed optimal is found or a time bound is elapsed. 

 

Examples 
Some problems where local search has been applied are: 

1. The vertex cover problem, in which a solution is a vertex cover of a graph, and the target is to find a solution with a minimal 

number of nodes 

2. The travelling salesman problem, in which a solution is a cycle containing all nodes of the graph and the target is to minimize 

the total length of the cycle 
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3. The booleansatisfiability problem, in which a candidate solution is a truth assignment, and the target is to maximize the 

number of clauses satisfied by the assignment; in this case, the final solution is of use only if it satisfies all clauses 

4. The nurse scheduling problem where a solution is an assignment of nurses to shifts which satisfies all established constraints. 

Description 
 A local search algorithm starts from a candidate solution and then iteratively moves to a neighbor solution. This is only 

possible if a neighborhood relation is defined on the search space. 

 Every candidate solution has more than one neighbor solution; the choice of which one to move to is taken using only 

information about the solutions in the neighborhood of the current one, hence the name local search. 

 Termination of local search can be based on a time bound. Another common choice is to terminate when the best solution 

found by the algorithm has not been improved in a given number of steps. 

 

Local Search Algorithm: 

1. Hill climbing 

2. Simulated Annealing 

3. Local Beam Search 

4. Genetic algorithms 
 

1. Hill climbing 

 Hill climbing is a mathematical optimization technique which belongs to the family of local search. It is an iterative algorithm 

that starts with an arbitrary solution to a problem, then attempts to find a better solution by incrementally changing a single 

element of the solution. 

 If the change produces a better solution, an incremental change is made to the new solution, repeating until no further 

improvements can be found. 

 For example, hill climbing can be applied to the travelling salesman problem. It is easy to find an initial solution that visits all the 

cities but will be very poor compared to the optimal solution. The algorithm starts with such a solution and makes small 

improvements to it, such as switching the order in which two cities are visited. Eventually, a much shorter route is likely to be 

obtained. 

 Hill climbing is good for finding a local optimum (a solution that cannot be improved by considering a neighbouring 

configuration) but it is not guaranteed to find the best possible solution (the global optimum) out of all possible solutions 

(the search space). 

Mathematical description 

Hill climbing attempts to maximize (or minimize) a target function , where  is a vector of continuous and/or discrete 

values.At each iteration, hill climbing will adjust a single element in and determine whether the change improves the value of

. (Note that this differs from gradient descent methods, which adjust all of the values in  at each iteration according to 

the gradient of the hill.) With hill climbing, any change that improves  is accepted, and the process continues until no 

change can be found to improve the value of .  is then said to be "locally optimal". 

  

Simple Hill Climbing: 
The simplest way to implement hill climbing is the simple hill climbing whosealgorithm is as given below: 

Algorithm : Simple Hill Climbing: 

Step 1: Evaluate the initial state. It is also a goal state, then returns it and quit. Otherwise continue with the initial state as the current 

state. 

Step 2: Loop until a solution is found or until there are no new operators left to be applied in the current state    (a) Select an 

operator that has not yet been applied to the current  state and apply it to produce   a new state. 

( b ) E v a l u a t e  t h e  n e w  s t a t e .  

(i)If it is a goal state, then return it and quit. 

(ii)If it is not a goal state, but it is better than the current state, then make it the current state. 

(iii) If it is not better than the current state, then continue in the loop. 

http://en.wikipedia.org/wiki/Function_(mathematics)
http://en.wikipedia.org/wiki/Gradient_descent
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Steepest Ascent Hill Climbing 

This differs from the basic Hill climbing algorithm by choosing the best successor rather than the first successor that is better. This 

indicates that it has elements of the breadth first algorithm. 

The algorithm proceeds: 

Steepest ascent Hill climbing algorithm 

1 Evaluate the initial state 

2 If it is goal state then quit otherwise make the current state this initial state and proceed; 

3 Repeat set Target to be the state that any successor of the current state can better; for each operator that can be          applied to the 

current state apply the new operator and create a new state evaluate this state if this state is goal state then quit Otherwise compare 

with Target  

4. If better set Target to this value If Target is better than current state set current state to Target Until a solution is found or current 

state does not change. 

Both the basic and this method of hill climbing may fail to find a solution by reaching a state from which no subsequent improvement 

can be made and this state is not the solution. 

 

Constraint satisfaction 

 Constraint satisfaction is the process of finding a solution to a set of constraints that impose conditions that 

the variables must satisfy. A solution is therefore a set of values for the variables that satisfies all constraints. 

 Often used are constraints on a finite domain, to the point that constraint satisfaction problems are typically identified with 

problems based on constraints on a finite domain. 

 Such problems are usually solved via search, in particular a form of backtracking or local search. 

 

Constraint satisfaction problem 

 Constraint satisfaction problems (CSPs) are mathematical problems defined as a set of objects whose state must satisfy a 

number of constraints or limitations. 

 CSPs represent the entities in a problem as a homogeneous collection of finite constraints over variables, which are solved 

by constraint satisfaction methods. 

 A constraint satisfaction problem on such domain contains a set of variables whose values can only be taken from the domain, 

and a set of constraints, each constraint specifying the allowed values for a group of variables. 

 A solution to this problem is an evaluation of the variables that satisfies all constraints. 

 A solution is a way for assigning a value to each variable in such a way that all constraints are satisfied by these values. 

 Examples of simple problems that can be modeled as a constraint satisfaction problem 

 Eight queens puzzle 

 Map coloring problem 

 logic puzzles 

 

 

Formal definition 

Formally, a constraint satisfaction problem is defined as a triple , where 

 is a set of variables, 

 is a set of the respect domains of values, and 

 is a set of constraints. 
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Resolution of CSPs 

 Constraint satisfaction problems on finite domains are typically solved using a form of search. 

 The most used techniques are variants of backtracking, constraint propagation, and local search. 

 Backtracking is a recursive algorithm. It maintains a partial assignment of the variables. Initially, all variables are unassigned. At 

each step, a variable is chosen, and all possible values are assigned to it in turn.  

 For each value, the consistency of the partial assignment with the constraints is checked; in case of consistency, 

a recursive call is performed. 

 When all values have been tried, the algorithm backtracks. 

  In this basic backtracking algorithm, consistency is defined as the satisfaction of all constraints whose variables are all 

assigned. 

 Constraint propagation techniques are methods used to modify a constraint satisfaction problem. 

 More precisely, they are methods that enforce a form of local consistency, which are conditions related to the consistency of 

a group of variables and/or constraints. 

 Constraint propagation has various uses. First, it turns a problem into one that is equivalent but is usually simpler to solve.  

 Second, it may prove satisfiability or unsatisfiability of problems. 

 Local search methods are incomplete satisfiability algorithms. They may find a solution of a problem, but they may fail even if 

the problem is satisfiable.  

 They work by iteratively improving a complete assignment over the variables. 

 At each step, a small number of variables are changed value, with the overall aim of increasing the number of constraints 

satisfied by this assignment. 

 Example 1: The n-Queen problem: The local condition is that no two queens attack each other, i.e. are on the same row, or 

column, or diagonal. 

 Example 2: A cryptography problem: In the following pattern 

 

 S E N D 

 M O R E 

    ========= 

  M O N E Y 

 Example 4: A map coloring problem: We are given a map, i.e. a planar graph, and we are told to color it using three colors, 

green, red, and blue, so that no two neighboring countries have the same color. 

 

 


