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Knowledge Representation & Reasoning 

 Knowledge representation (KR) is an area of artificial intelligence research aimed at representing knowledge in symbols to 

facilitate inferencing from those knowledge elements, creating new elements of knowledge. The KR can be made to be 

independent of the underlying knowledge model or knowledge base system (KBS) such as a semantic network. 

 Knowledge Representation (KR) research involves analysis to use a set of symbols to represent a set of facts within a knowledge 

domain.  

 A symbol vocabulary and a system of logic are combined to enable inferences about elements in the KR to create new KR 
sentences. 

 Logic is used to supply formal semantics of how reasoning functions should be applied to the symbols in the KR system. 

 Logic is also used to define how operators can process and reshape the knowledge. 

 Examples of operators and operations include negation, conjunction, adverbs, adjectives, quantifiers and modal operators. 

 Knowledge representation and reasoning also incorporates findings from logic to automate various kinds of reasoning, such as 

the application of rules or the relations of sets and subsets.  

 Knowledge is the information about a domain that can be used 

to solve problems in that domain. To solve many problems 

requires much knowledge, and this knowledge must be 

represented in the computer. 

 As part of designing a program to solve problems, must define 
how the knowledge will be represented. 

 

 

Propositional Logic 

 A propositional calculus or logic (also called sentential calculus or sentential logic) is a formal system in which formulas of a 

formal language may be interpreted as representing propositions. 

 Propositional Logic is concerned with propositions and their interrelationships. 

 A proposition is a possible condition of the world about which we want to say something. The condition need not be true in order for 

us to talk about it. In fact, we might want to say that it is false or that it is true if some other proposition is true. 

 One of the points of logic is that you can reason about statements even when you don't know what those statements mean. We can 

replace statements, or "propositions," with variable names. 

 For example, can say "It's raining and I'm wet," which is a representation as characters describing an utterance in natural language. 

In logic, we might represent this like so:  the proposition "It's raining" is represented by "a" and "I'm wet" is represented by 

b. The  symbol stands for "and." 

 “Propositions are statements that can be either true or false, and nothing else. This is called "the law of excluded middle," 

because there's nothing allowed in the middle of true and false.” 

 The propositional calculus is defined in the context of Boolean constants, where two or more values are computed against each 

other to produce an accurate description of a concept. Each variable used in the calculus holds a value for it, which is either true to 

the context or false. 

 Propositional logic deals with the determination of the truth of a sentence. An allowable sentence is called the syntax of 

proposition.  

  A syntax or sentence holds various propositional symbols, where each symbol holds a proposition that can either be true or false. 
 
 
 

 
 

Unit-III: 
CONTENT: 

Knowledge Representation & Reasoning: Propositional logic, Theory of first order logic, Inference in 

First order logic, Forward & Backward chaining, Resolution, Probabilistic reasoning, Utility theory, 

Hidden Markov Models (HMM), Bayesian Networks. 
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Terminology 

 A calculus is a formal system that consists of a set of syntactic expressions (well-formed formula or wffs). 

 a distinguished subset of these expressions (axioms), plus a set of formal rules that define a specific binary relation. 

 When the formal system is intended to be a logical system, the expressions are meant to be interpreted as statements, and the 

rules, known as inference rules. 

 The set of axioms may be empty,  a nonempty finite set, a countable infinite set, or be given by axiom schemata. 

 A formal grammar recursively defines the expressions and well-formed formula (wffs) of the language. 

 The language of a propositional calculus consists of- 

1. A set of primitive symbols, variously referred to as atomic formulae, placeholders, proposition letters, or variables. 

2. A set of operator symbols, variously interpreted as logical operators or logical connectives. 

 A well-formed formula (wff) is any atomic formula, or any formula that can be built up from atomic formula by means of operator 

symbols according to the rules of the grammar. 

Syntax : 

1. In Propositional Logic, there are two types of sentences –  

(i)Simple sentences (ii) Compound sentences. 

2. Simple sentences express ``atomic'' propositions about the world. 

3. Compound sentences express logical relationships between the simpler sentences of which they are composed. 

4. Simple sentencesin Propositional Logic are often called propositional constants or, sometimes, logical constants. 

5. A logical constant using a sequence of alphanumeric characters beginning with a lower case character. 

6. Compound sentences are formed from simpler sentences and express relationships among the constituent sentences. 

7. There are six types of compound sentences, viz. negations, conjunctions, disjunctions, implications, reductions, and equivalences. 

8. A negationconsists of the negation operator ¬ and a simple or compound sentence, called the target. For example, given the 

sentence p, we can form the negation of p as ¬p. 

9. A conjunctionis a sequence of sentences separated by occurrences of the ∧ operator and enclosed in parentheses, as shown below. 

The constituent sentences are called conjuncts. For example, we can form the conjunction of p and q as follows. (p∧q)   

10. A disjunctionis a sequence of sentences separated by occurrences of the ∨ operator and enclosed in parentheses. The constituent 

sentences are called disjuncts. For example, we can form the disjunction of p and q as follows. (p∨q) 

11. An implication consists of a pair of sentences separated by the ⇒ operator and enclosed in parentheses. The sentence to the left of 

the operator is called the antecedent, and the sentence to the right is called the consequent. The implication of p and q is. (p⇒q) 

12. A reduction is the reverse of an implication. It consists of a pair of sentences separated by the ⇐ operator and enclosed in 

parentheses. In this case, the sentence to the left of the operator is called the consequent, and the sentence to the right is called the 

antecedent. The reduction of p to q is. (p⇐q) 

13. Equivalenceis a combination of an implication and a reduction. For example, we can express the equivalence of p and q as. (p⇔q) 

Note that the constituent sentences within any compound sentence can be either simple sentences or compound sentences or a mixture 

of the two. For example, the following is a legal compound sentence. 

((p∨q) ⇒ ¬r) 

One disadvantage of our notation, as written, is that the parentheses tend to build up and need to be matched correctly. It would be 

nice if we could dispense with parentheses, e.g. simplifying the preceding sentence to the one shown below. 

p∨q⇒ ¬r 

Unfortunately, we cannot do without parentheses entirely, since then we would be unable to render certain sentences unambiguously. 

For example, the sentence shown above could have resulted from dropping parentheses from either of the following sentences. 

((p∨q) ⇒ ¬r) 

(p∨ (q⇒ ¬r)) 

The solution to this problem is the use of operator precedence. The following table gives a hierarchy of precedences for our operators. 

The ¬ operator has higher precedence than ∧; ∧ has higher precedence than ∨;and ∨ has higher precedence than ⇒, ⇐, 

and⇔.¬>∧>,∨>⇒⇐⇔ 
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Predicate logic 

 Predicate logic is the generic term for symbolic formal systems like first-order logic, second-order logic, many-sorted logic. 

 This formal system is distinguished from other systems in that its formulae contain variables which can be quantified. 

 Two common quantifiers are the existential ∃ ("there exists") and universal ∀ ("for all") quantifiers. 

 The variables could be elements in the universe under discussion, or perhaps relations or functions over that universe. 

 The term "predicate logic" occasionally refers to first-order logic. 

 

Syntax : 
Predicate calculus symbols may represent either variables, constants, functions or predicates. 

 Constants name specific objects or properties in the domain of discourse. Thus George, tree, tall and blue are examples of well 

formed constant symbols. The constants (true) and (false) are sometimes included. 

 Variable symbols are used to designate general classes or objects or properties in the domain of discourse. 

 Functions denote a mapping of one or more elements in a set (the domain of the function) into a unique element of another set (the 
range of the function). Elements of the domain and range are objects in the world of discourse. Every function symbol has an 

associated arity, indicating the number of elements in the domain mapped onto each element of range. 

A function expression is a function symbol followed by its arguments. The arguments are elements from the domain of the function; 

the number of arguments is equal to the arity of the function. The arguments are enclosed in parentheses and separated by commas. 

 f(X,Y) 

 father(david) 

 price(apple) 

First-order logic 

 First-order logic is a formal system used in mathematics, philosophy, linguistics, and computer science. 

 It is also known as first-order predicate calculus, the lower predicate calculus, quantification theory, and predicate logic. 

 First-order logic is distinguished from propositional logic by its use of quantified variables. 

 A predicate takes an entity or entities in the domain of discourse as input and outputs either True or False.  
All men are mortal. 

We could represent this as: 

MORTALMAN 

 But that fails to capture the relationship between any individual being a man and that individual being a mortal. To do that, we 

really need variables and quantification unless we are willing to write separate statements about the mortality of every known man. 

Alphabet 
 There are two key types of legal expressions: terms, which intuitively represent objects, and formulas, which intuitively express 

predicates that can be true or false. 

 The terms and formulas of first-order logic are strings of symbols which together form the alphabet of the language. 

 It is common to divide the symbols of the alphabet into logical symbols, which always have the same meaning, and non-logical 

symbols, whose meaning varies by interpretation.  

Logical symbols 

There are several logical symbols in the alphabet, which vary by author but usually include: 

 The quantifier symbols ∀ and ∃ 

 The logical connectives: ∧ for conjunction, ∨ for disjunction, → for implication, ↔ for biconditional, ¬ for negation. 

Occasionally other logical connective symbols are included. Some authors use →, or Cpq, instead of →, and ↔, or Epq, instead 

of ↔, especially in contexts where  is used for other purposes. 

 Parentheses, brackets, and other punctuation symbols. The choice of such symbols varies depending on context. 

 An infinite set of variables, often denoted by lowercase letters at the end of the alphabet x, y, z, … . 

 An equality symbol (sometimes, identity symbol) = 

Formation rules 

The formation rules define the terms and formulas of first order logic. When terms and formulas are represented as strings of symbols, 

these rules can be used to write a formal grammar for terms and formulas. These rules are generally context-free (each production has 

a single symbol on the left side), except that the set of symbols may be allowed to be infinite and there may be many start symbols. 

http://en.wikipedia.org/wiki/%E2%88%80
http://en.wikipedia.org/wiki/%E2%88%83
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Terms 

The set of terms is inductively defined by the following rules: 

1. Variables. Any variable is a term. 

2. Functions. Any expression f(t1,...,tn) of n arguments (where each argument ti is a term and f is a function symbol of 

valence n) is a term.  

Formulas 

The set of formulas (also called well-formed formulas or wffs) is inductively defined by the following rules: 

1. Predicate symbols. If P is an n-ary predicate symbol and t1, ..., tn are terms then P(t1,...,tn) is a formula. 

2. Equality. If the equality symbol is considered part of logic, and t1 and t2 are terms, then t1 = t2 is a formula. 

3. Negation. If φ is a formula, then φ is a formula. 

4. Binary connectives. If φ and ψ are formulas, then (φ  ψ) is a formula. Similar rules apply to other binary logical connectives. 

5. Quantifiers. If φ is a formula and x is a variable, then  (for all x,  holds) and  (there exists x such that ) are 

formulas. 

EXAMPLES: 

Let's now explore the use of predicate logic as a way of representing knowledge by looking at a specific example. Consider the 

following set of sentences: 

1. Marcus was a man. 

2. Marcus was a Pompeian. 

3. All Pompeians were Romans. 

4. Caesar was a ruler. 

5. All Romans were either loyal to Caesar or hated him. 

6. Everyone is loyal to someone. 

7. People only try to assassinate rulers they are not loyal to. 

8.  Marcus tried to assassinate Caesar. 

The facts described by these sentences can be represented as a set of wff's in predicate logic as follows: 

1. Marcus was a man. 

 man(Marcus) 

This representation captures the critical fact of Marcus being a man. It fails to capture some of the information in the English 

sentence, namely the notion of past tense. 

2. Marcus was a Pompeian. 

 Pompeian(Marcus) 

3. All Pompeians were Romans. 

 ∀x: Pompeian(x) → Roman(x) 

4. Caesar was a ruler. 

 ruler(Caesar) 

Here we ignore the fact that proper names are often not references to unique individuals, since  many people share the same name. 

5. All Romans were either loyal to Caesar or hated him. 

 ∀x: Roman(x) → loyalto(X. Caesar) V hate(x, Caesar) 

6. Everyone is loyal to someone. 

 ∀x :→y: Ioyalto(x,y) 

7. People only try to assassinate rulers they are not loyal to. 

 ∀x :∀ y : person(x) ∧ ruler(y) ∧tryassassinate(x,y) → ¬ Ioyalto(x,y) 
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This sentence, too, is ambiguous. Does it mean that the only rulers that people try to assassinate are  those to whom they are not 

loyal (the interpretation used here), or does it mean that the only thing  people try to do is to assassinate rulers to whom they are 

not loyal?  

8. Marcus tried to assassinate Caesar. 

 tryassassinate (Marcus, Caesar) 

Note:-Now suppose that we want to use these statements to answer the question 

                  Was Marcus loyal to Caesar? 

Answer: 

 

Using 7 and 8,to prove that Marcus was not loyal to 

Caesar. Now let's try to produce a formal proof, 

reasoning backward from the desired goal: 

 ¬ Ioyalto(Marcus, Caesar) 

The problem is that, although we know that Marcus 

was a man, we do not have any way to conclude from 

that that Marcus was a person. We need to add the 

representation of another fact to our system, namely: 

 

 

9. All men are people. 

 ∀  :man(x) → person(x) 

 Now we can satisfy the last goal and produce a proof that Marcus was not loyal to Caesar. 

COMPUTABLE FUNCTIONS AND PREDICATES 

If the facts themselves are sufficiently unstructured that there is little alternative. To express simple facts, such as the following 

greater-than and less-than relationships: 
gt(1,O)   It(0,1) 

gt(2,1)  It(1,2) 

gt(3,2)  It( 2,3) 

 

gt(2 + 3,1) To do so requires that we first compute the value of the plus function given the arguments 2 and 3, and then send the 

arguments 5 and 1 to gt. 

 

EXAMPLE: 

Consider the following set of facts, again involving Marcus: 

1. Marcus was a man. 

 man(Marcus) 
      Again we ignore the issue of tense. 

2. Marcus was a Pompeian. 

 Pompeian(Marcus) 

3. Marcus was born in 40 A.D. 

 born(Marcus, 40)                                              [not represent A.D] 

4. All men are mortal. 

 ∀x: man(x) → mortal(x) 

5. All Pompeians died when the volcano erupted in 79 A.D. 

 erupted(volcano, 79) ∧∀ x : [Pompeian(x) → died(x, 79)] 
6. No mortal lives longer than 150 years. 

 ∀x: ∀t1: At2: mortal(x) ∧ born(x, t1)∧gt(t2 - t1,150) → died(x, t2) 

[There are several ways that the content of this sentence could be expressed. For example, we could introduce a function age 
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and assert that its value is never greater than 150.] 

7. It is now 1991. 

 now= 1991 

[Exploit the idea of equal quantities that can be substituted for each other.] 

 the question "Is Marcus alive?” Either we can show that Marcus is dead because he was killed by the volcano or we can 

show that he must be dead because he would otherwise be more than 150 years old, which we know is not possible.Need 

some additional knowledge. For example, our statements talk about dying, but they say nothing that relates to being alive, 

which is what the question is asking. 

So we add the following facts: 

8. Alive means not dead. 

 ∀x: ∀t: [alive(x, t) → ¬ dead(x,t)] ∧ [¬ dead(x, t) → alive(x, t)] 
9. If someone dies, then he is dead at all later times. 

 ∀x: ∀t1: At2: died(x, t1) ∧gt(t2, t1) → dead(x, t2) 

 
 

 Now let's attempt to answer the question "Is Marcus alive?" by proving: 

¬ alive(Marcus, now) 
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The term nil at the end of each proof indicates that the list of 

conditions remaining to be proved is empty and so the proof has 

succeeded. Notice in those proofs that whenever a statement of 

the form: 

 a∧b → c 

was used, a and b were set up as independent sub goals. In one 
sense they are, but in another sense they are not if they share the 

same bound variables since, in that case, consistent substitutions 

must be made in each of them. 

       born(Marcus, t1) 

using statement 3 by binding t\ to 40, but then we must also bind 

t\ to 40 in 

 gt(now - t1, 150) 

 

 

 
 

From looking at the proofs we have just shown, two things 

should be clear: 

• Even very simple conclusions can require many steps to prove. 

• A variety of processes, such as matching, substitution, and 

application of modus ponens are involved in the production of 

a proof. 

 

RESOLUTION 

 A proof procedure that carried out in a single operation the 

variety of processes involved in reasoning with statements in 

predicate logic. 

  Resolution is such a procedure, which gains its efficiency 

from the fact that it operates on statements that have been 

converted to a very convenient standard form 

 Resolution produces proofs by refutation. In other words, to 

prove a statement (i.e., show that it is valid), resolution 

attempts to show that the negation of the statement produces 

a contradiction with the known statements (i.e. , that it is 

unsatisfiable). 
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Conversion to Clause form: 

“Suppose we know that all Romans who know Marcus either hate Caesar or think that anyone who hates anyone is 

crazy.” 

Wff form:- 

∀x: [Roman(x) ∧ know(x, Marcus)] → [hate(x, Caesar) V (∀y: ∃z: hate (y, z) → thinkcrazy(x, y))] 

 To use this formula in a proof requires a complex matching process.  Then, having matched one piece of it, such as thinkcrazy(x, 

y), it is necessary to do the right thing with the rest of the formula including the pieces in which the matched part is embedded and 

those in which it is not. 
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 If the formula were in a simpler form, this process would be much easier. The formula would be easier to work with if 

• It was flatter, i.e., there was less embedding of components. 

• The quantifiers were separated from the rest of the formula so that they did not need to be considered. 

 The formula given above for the feelings of Romans who know Marcus would be represented in conjunctive normal form as 

  ¬ Roman(x) ∧¬ know(x, Marcus) V hate(x, Caesar) V ¬ hate(y,  z) V thinkcrazy(x, z) 

 Need to reduce a set of wff's to a set of clauses, where a clause is defined to be a wff in conjunctive normal form but with no 

instances of the connector A. 

 by first converting each wff into conjunctive normal form and then breaking apart each such expression into clauses, one for each 

conjunct. 

 All the conjuncts will be considered to be conjoined together as the proof procedure operates. 

Algorithm: Convert to Clause Form 

1. Eliminate →, using the fact that a → b is equivalent to  ¬ a V b. Performing this transformation on the wff given above yields. 

∀x: ¬ [Roman(x) ∧know(x, Marcus)] V[hate(x, Caesar) V (∀y :¬(∃z : hate(y, z)) Vthinkcrazy(x, y))] 

2. Reduce the scope of each ¬  to a single term, using the fact that ¬ (¬ p) = p, deMorgan's laws [which say that ¬ (a ∧b) = ¬ a V 

¬ b and ¬ (a V b) = ¬ a ∧ ¬ b ], and the standard correspondences between quantifiers [¬ ∀x: P(x) = ∃x: ¬ P(x) and ¬∃x: P(x) 

= ∀x: ¬P(x)]. Performing this transformation on the wff from step 1 yields 

 ∀x: [¬ Roman(x) V ¬ know(x, Marcus)] V [hate(x, Caesar) V (∀y: ∀z: ¬ hate(y, z) Vthinkcrazy(x, y))] 

3. Standardize variables so that each quantifier binds a unique variable. Since variables are just dummy names, this process cannot 
affect the truth value of the wff. 

∀x: P(x) V∀x: Q(x) 

Would be converted to  

 ∀x:P(x) V∀y: Q(y) 

 

4. Move all quantifiers to the left of the formula without changing their relative order. This is possible since there is no conflict 
among variable names. 

∀x: ∀y: Az: [¬ Roman(x) V¬ know(x, Marcus)] V[hate(x, Caesar) V (¬ hale(y, z) V thinkcrazy(x, y))] 
5. Eliminate existential quantifiers. A formula that contains an existentially quantified variable asserts that there is a value that can 

be substituted for the variable that makes the formula true.Eliminate the quantifier by substituting for the variable a reference to 

a function that produces the desired value. 

 

∃y: President(y) 

Can be transformed into the formula 

      President (S1) 

Where S1 is a function with no arguments that somehow produces a value that satisfies President. 

 

 

6. Drop the prefix. At this point, all remaining variables are universally quantified, so the prefix can just be dropped and any proof 

procedure we use can simply assume that any variable it sees is universally quantified. 

[¬ Roman(x) V¬ know(x, Marcus)] V[hate(x, Caesar) V (¬ hate(y, z) V thinkcrazy(x, y))] 

7. Convert the matrix into a conjunction of disjuncts. In the case or our example, since there are no and’s, it is only necessary to 

exploit the associative property of or [ i.e., (a ∧ b) V c = (a V c) ∧ (b ∧ c)] and simply remove the 
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parentheses, giving 

¬ Roman(x) V ¬ know(x, Marcus) Vhate(x, Caesar) V¬ hate(y, z) V thinkcrazy(x, y) 

8. Create a separate clause corresponding to each conjunct. In order for a wff to be true, all the clauses that are 

generated from it must be true. If we are going to be working with several wff’s, all the clauses generated by each of 

them can now be combined to represent the same set of facts as were represented by the original wff's. 

 

9. Standardize apart the variables in the set of clauses generated in step 8. By this we mean rename the 

variables so that no two clauses make reference to the same variable. In making this transformation, we 

rely on the fact that 

 (∀x: P(x) ∧ Q(x)) = ∀x: P(x) ∧∀x: Q(x) 

      Thus since each clause is a separate conjunct and since all the variables are universally quantified, there 

need be no relationship between the variables of two clauses, even if they were generated from the same wff.  

 

The Basis of Resolution 

 The resolution procedure is a simple iterative process: at each step, two clauses, called the parent clauses, arecompared (resolved), 

yielding a new clause that has been inferred from them. 

 The new clause represents waysthat the two parent clauses interact with each other. 

 Suppose that there are two clauses in the system: 

winterV summer 

 ¬ winterV cold 

Observe that precisely one of winter and ¬ winter will be true at any point.If winter is true, then cold must be true to 

guarantee the truth of the second clause. If ¬ winter is true, then summer must be true to guarantee the truth of the first 

clause. 

From these two clauses can deduce- 

       Summer V cold 

 This is the deduction that the resolution procedure will make.  

 Resolution operates by taking two clauses that each contains the same literal, in this example, winter. 

 The literal must occur in positive form in one clause and in negative form in the other.  

 The resolventis obtained by combining all of the literals of the two parent clauses except the ones that cancel. 

 If the clause that is produced is the empty clause, then a contradiction has been found. 

 The two clauses 

winter 

¬ winter 

will produce the empty clause. If a contradiction exists, then eventually it will be found. Of course, if no contradiction exists, it is 

possible that the procedure will never terminate, although as we will see, there are often ways of detecting that no contradiction exists. 
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Resolution in Propositional Logic 

In propositional logic, the procedure for producing a proof by resolution of proposition P with respect to a set of axioms F is 
thefollowing. 

Algorithm: Propositional Resolution 

1. Convert all the propositions of F to clause form. 

2.  Negate P and convert the result to clause form. Add it to the set of clauses obtained in step 1. 

3.  Repeat until either a contradiction is found or no progress can be made: 

a) Select two clauses. Call these the parent clauses. 

b) Resolve them together. The resulting clause, called the resolvent, will be the disjunction of all of the literals 

of both of the parent clauses with the following exception: If there are any pairs of literals   

      L and ¬ L such that one of the parent clauses contains L and the other contains ¬ L, then select one  

such pair and eliminate both L and ¬ L from the resolvent. 

c) If the resolvent is the empty clause, then a contradiction has been found. If it is not, then add it to the set of 

clauses available to the procedure. 

Simple example: 

Q. want to prove R. 

A.Then we negate R, producing ¬ R, which is already in 

clause form. 

      One way of viewing the resolution process is that it takes 

a set of clauses that are all assumed to be true and, based on 

information provided by the others, it generates new clauses 

that represent restrictions on the way each of those original 

clauses can be made true. A contradiction occurs when a 

clause becomes so restricted that there is no way it can be 

true. This is indicated by the generation of the empty clause. 

 
 

In order for proposition 2 to be true, one of three things must be true: ¬ P, ¬ Q. or R. But we are assuming 

that ¬ R is true. Given that, the only way for proposition 2 to be true is for one of two things to be true: ¬ P 

or ¬ Q.That is what the first resolvent clause says. But proposition 1 says that P is true, which means that ¬ 

P cannot be true, which leaves only one way for proposition 2 to be true, namely for ¬ Q to be true (as 

shown in the second resolvent clause). Proposition 4 can be true if either ¬ T orQ is true. But since we now 

know that ¬ Q must be true, the only way for proposition 4 to be true is for ¬ T to be true (the third 

resolvent). But proposition 5 says that T is true. Thus there is no way for all of these clauses to be true in a 

single interpretation. This is indicated by the empty clause. 

 

 

The Unification Algorithm 

 In propositional logic, it is easy to determine that two literals cannot both be true at the same time. Simply 

look for L and ¬ L in predicate logic, this matching process is more complicated since the arguments of the 

predicates must be considered. 

 In order to determine contradictions, we need a matching procedure that compares two literals and discovers 

whether there exists a set of substitutions that makes them identical. There is a straightforward recursive 
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procedure, called the unification algorithm. 

 The basic idea of unification is very simple. To attempt to unify two literals, first check if their initial 

predicate symbols are the same. If so, can proceed. Otherwise, there is no way they can be unified, 

regardless of their arguments. 

 

tryassassinate (Marcus, Caesar) 

hate(Marcus, Caesar) 

 

cannot be unified. If the predicate symbols match, then must check the arguments, one pair at a time. If the first 

matches, then can continue with the second, and so on. 

 To test each argument pair, we can simply call the unification procedure recursively.  

 The matching rules are simple. Different constants or predicates cannot match; identical ones can.  

 A variable can match another variable, any constant, or a predicate expression, with the restriction that the 

predicate expression must not contain any instances of the variable being matched. 

 

Algorithm: Unify (L1, L2) 

1. If L1 or L2 are both variables or constants, then: 

      (a) If L1 and L2 are identical, then return NIL. 

      (b) Else if L1 is a variable, then if L1 occurs in L2 then return {FAIL}, else return (L2/L1). 

      (c) Else if L2 is a variable, then if L2 occurs in L1 then return {FAIL}, else return (L1/L2). 

      (d) Else return {FAIL}. 

2. If the initial predicate symbols in L1 and L2 are not identical, then return {FAIL}. 

3. If LI and L2 have a different number of arguments, then return {FAIL}. 

4. Set SUBST to NIL. (At the end of this procedure, SUBST will contain all the substitutions used to unify 

L1 and L2.) 

5. For i ← 1 to number of arguments in L1 : 

      (a) Call Unify with the ith argument of L1 and the ith argument of L2, putting result in S. 

      (b) If S contains FAIL then return {FAIL}. 

      (c) If S is not equal to NIL then: 

            (i) Apply S to the remainder of both L1 and L2. 

            (ii) SUBST: = APPEND(S, SUBST). 

6. Return SUBST. 

 The only part of this algorithm that we have not yet discussed is the check in steps 1(b) and 1(c) to make 

sure that an expression involving a given variable is not unified with that variable.  

 

Resolution in Predicate Logic 

 Determining that two literals are contradictory- they are if one of them can be unified with the negation of 

the other. So, for example, man(x) and ¬ man(Spot) are contradictory, since man(x) and man(Spot) can be 

unified. 

 To use resolution for expressions in the predicate logic, use the unification algorithm to locate pairs of 

literals that cancel out. 

 

 

Need to use the unifier produced by the unification algorithm to generate the resolvent clause. For 

example.suppose to resolve two clauses: 
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             1. man(Marcus) 

 2. ¬ man(x1) V mortal(x1) 

 The literal man(Marcus) can be unified with the literal man(x1) with the substitution Marcus/x1, telling us 

that for x1 = Marcus, ¬ man(Marcus) is false. 

 But cannot simply cancel out the two man literals as we did in propositional logic and generate the 

resolventmortal(x1). Clause 2 says that for a given x1, either ¬ man(x1) or mortal(x1). So for it to be true, 

can now conclude only that mortal(Marcus) must be true. 

 

Algorithm: Resolution 

1. Convert all the statements of F to clause form. 

2. Negate P and convert the result to clause form. Add it to the set of clauses obtained in 1. 

3. Repeat until either a contradiction is found, no progress can be made, or a predetermined amount of effort 

has been expended. 

a) Select two clauses. Call these the parent clauses. 

b) Resolve them together. The resolvent will be the disjunction of all the literals of both parent clauses with 

appropriate substitutions performed and with the following exception: If there is one pair of literals T1 

and ¬ T2 such that one of the parent clauses contains T2 and the other contains T1 and if T1 and T2 are 

unifiable, then neither T1 nor T2 should appear in the resolvent. Call T1 and T2 Complementary literals. 

Use the substitution produced by the unification to create the resolvent. If there is more than one pair of 

complementary literals, only one pair should be omitted from the       resolvent. 

c) If the resolvent is the empty clause, then a contradiction has been found. If it is not, then add it to  the 

set of clauses available to the procedure. 

If the choice of clauses to resolve together at each step is made in certain systematic ways, then the resolution 

procedure will find a contradiction if one exists. 

 There exist strategies for making the choice that can speed up the process considerably: 

 Only resolve pairs of clauses that contain complementary literals, since only such resolutions produce new 

clauses that are harder to satisfy than their parents. 

 Eliminate certain clauses as soon as they are generated so that they cannot participate in later resolutions. 

Two kinds of clauses should be eliminated: tautologies (which can never be unsatisfied) and clauses that 

are subsumed by other clauses. 

 Whenever possible, resolve either with one of the clauses that is part of the statement, are trying to refute 

or with a clause generated by a resolution with such a clause. 

 Whenever possible, resolve with clauses that have a single literal. Such resolutions generate new clauses 

with fewer literals than the larger of their parent clauses and thus are probably closer to the goal of a 

resolvent with zero terms. This method is called the unit-preference strategy. 
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Forward chaining 

 Forward chaining is one of the two main methods of reasoning when using inference rules (in artificial intelligence) and can be 
described logically as repeated application of modus ponens. 

 Forward chaining is a popular implementation strategy for expert systems, business and production rule systems. The opposite of 
forward chaining is backward chaining. 

 Forward chaining starts with the available data and uses inference rules to extract more data (from an end user for example) until 
a goal is reached. 

 An inference engine using forward chaining searches the inference rules until it finds one where the antecedent (If clause) is 
known to be true. When found it can conclude, or infer, the consequent (Then clause), resulting in the addition of new 

information to its data. 

 An inference engine is a computer program that tries to derive answers from a knowledge base. It is the "brain" that expert 

systems use to reason about the information in the knowledge base for the ultimate purpose of formulating new conclusions. 

 Inference engines will iterate through this process until a goal is reached. 
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1.Example 
The goal is to conclude the color of a pet named Fritz, given that he croaks and eats flies, and that the rule base contains the 

following four rules: 

1. If X croaks and eats flies - Then X is a frog 

2. If X chirps and sings - Then X is a canary 

3. If X is a frog - Then X is green 

4. If X is a canary - Then X is yellow 

This rule base would be searched and the first rule would be selected, because its antecedent (If Fritz croaks and eats flies) 

matches our data. Now the consequents (Then X is a frog) is added to the data. The rule base is again searched and this time the 

third rule is selected, because its antecedent (If Fritz is a frog) matches our data that was just confirmed. 

2.Example 

         Goal state: Z 

Termination condition: stop if Z is derived or no further rule can be applied 

 

 

 

 

 

 

 

 

Forward Chaining Procedure: 

Recognize – Select – Act Cycle 

Let the fact base consist of facts FB = {F1, …Fn} 

1. Recognize: Match the conditions of the rules against the facts of the fact base, i.e. find all rules  C1 and C2 and … and Cm -> 

H such that the conditions C1, C2, …, Cm can be unified with facts F1, F2,…, Fm with unifier δ  (the set of applicable rules 

is called conflict set) 

2. Select: If there is more than one rule that can be applied, choose one to apply. Stop if no rule is applicable. 
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3. Act: Apply the chosen rule by adding H δto the fact base, i.e. FB= FB U{H δ } 

4. Stop if termination condition holds, otherwise and go to 1 

 

Forward Chaining Strategies : 

 Forward chaining computes all the facts that can be derived from the knowledge base 

 Forward chaining strategies differ in step „Select―. Here are some examples of strategies: 

1. Apply the rules sequentially 
2. Randomly select a rule 

3. Apply more specific rules first 

4. Prefer rules where conditions match a recently derived fact 

5. Derive consequences of a set of starting facts: Only apply rules where at least one condition matches either with a starting 

fact or a derived fact 

 Fact base contains facts that are generally true, e.g. insurance product 

 Starting facts describe a concrete situation, e.g. customer data 

 

Backward chaining 

 Backward chaining (or backward reasoning) is an inference method that can be described (in lay terms) as working 
backward from the goal(s). 

 It is used in automated theorem provers, proof assistants and other artificial intelligence applications, but it has also been 
observed in primates. 

 Backward chaining is implemented in logic programming by SLD resolution. Both rules are based on the modus ponens 
inference rule. 

 It is one of the two most commonly used methods of reasoning with inference rules and logical implications – the other is 
forward chaining. 

 Backward chaining systems usually employ a depth-first search strategy. 

How it works : 

 Backward chaining starts with a list of goals (or a hypothesis) and works backwards from the consequent to the antecedent to see 

if there is data available that will support any of these consequents. 

 An inference engine using backward chaining would search the inference rules until it finds one which has a consequent (Then 

clause) that matches a desired goal. 

 If the antecedent (If clause) of that rule is not known to be true, then it is added to the list of goals (in order for one's goal to be 

confirmed one must also provide data that confirms this new rule). 

 

1.Example: 

suppose that the goal is to conclude the color of my pet Fritz, given that he croaks and eats flies, and that the rule base contains the 

following four rules: 

An Example of Backward Chaining. 

1. If X croaks and eats flies – Then X is a frog 
2. If X chirps and sings – Then X is a canary 

3. If X is a frog – Then X is green 

4. If X is a canary – Then X is yellow 

This rule base would be searched and the third and fourth rules would be selected, because their consequents (Then Fritz is green, 

Then Fritz is yellow) match the goal (to determine Fritz's color). It is not yet known that Fritz is a frog, so both the antecedents (If 

Fritz is a frog, If Fritz is a canary) are added to the goal list. The rule base is again searched and this time the first two rules are 

http://en.wikipedia.org/wiki/Rule_base
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selected, because their consequents (Then X is a frog, Then X is a canary) match the new goals that were just added to the list. The 

antecedent (If Fritz croaks and eats flies) is known to be true and therefore it can be concluded that Fritz is a frog, and not a canary. 

The goal of determining Fritz's color is now achieved (Fritz is green if he is a frog, and yellow if he is a canary, but he is a frog since 

he croaks and eats flies; therefore, Fritz is green). 

2.Example: 

 

 
 

Utility Theory 
In artificial intelligence, we design agents that make intelligent decisions. This section focuses on decision-making under uncertainty. 

In this context, agents pick states based on their utilities. 

 
Utility function 
 A utility function assigns a single number to express the desirability of a state. U: S => R is used to denote the utility of a state, 

where S is the state space of a problem and R is the set of real numbers. 

 These utilities are used in combination with probabilities of outcomes to get expected utilities for every action.Agents choose the 
actions that maximize their expected utility. 

 A Utility function U(W) maps from states (W being a world state) to real numbers i.e. U(W) = 5 

 Utility function (denoted U) 
– Quantifies how we ―value‖ outcomes, i.e., it reflects our preferences 

– Can be also applied to ―value‖ outcomes other than money and gains (e.g. utility of a patient being healthy or ill) 

 

 

• Decision making: 
– uses expected utilities (denoted EU) 

             EU ( X) = ΣP(X x)U ( X x) 

U ( X= x)  the utility of outcome x 

 

Utility theory 
 Utility theory is used in decision analysis to determine the EU (estimated utility) of some action based on the U (utility) of its 

possible result(s). 

 Utility function is when there is a lottery (uncertainty involved), value function is when you're evaluating the worth of actual 
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states. A value or fitness function for chess would be a winning game, but there is no uncertainty.  

 Defines axioms on preferences that involve uncertainty and ways to manipulate them. 

 Uncertainty is modeled through lotteries 

– Lottery: 

[ p: A; (1 − p) : C] 

 Outcome A with probability p 

 Outcome C with probability (1-p) 

 The following six constraints are known as the axioms of utility theory. The axioms are the most obvious semantic constraints on 
preferences with lotteries.  

 
Axioms of preference in Utility Theory: 

Utility functions are only guaranteed to give an ordering of states. Their actual value may not say anything meaningful about 

the "worth" of a state. Thus the utility function only needs to follow some rules of preference given here.  

 Orderability: 
For every two states an agent must prefer one to the other or view both as having equal preference (i.e. you can't not decide, 

must assign value so we can order options)  

 Transitivity: 
If A is preferred over B and B is preferred over C then A is preferred over C  

 Continuity: 
Assume A is preferred over B and B is preferred over C. There should be some probability P that A will happen and some 

probability 1-P that C will happen, so that the agent is indifferent about accepting this probability or being sure of getting B.  

 

 Substitutability: 
If the agent is indifferent between result A and B then we should be able to replace one with the other in various utility 

equations.  

 Monotonicity: 
If 2 lotteries have the same 2 outcomes A and B, and the agent prefers A to B, then the agent must prefer the lottery with a 

higher probability of A happening.  

 Decomposability: 
Compound lotteries can be defined as one lottery and vice versa. 

 

Hidden Markov model 

 A hidden Markov model (HMM) is a statistical Markov model in which the system being modeled is assumed to be a Markov 

process with unobserved (hidden) states. 

 In probability theory, a Markov model is a stochastic model that assumes the Markov property. Generally, this assumption 
enables reasoning and computation with the model that would otherwise be intractable. 

 An HMM can be considered as the simplest dynamic Bayesian network. 

 In simpler Markov models the state is directly visible to the observer, and therefore the state transition probabilities are the only 

parameters. 

 In a hidden Markov model, the state is not directly visible, but output, dependent on the state, is visible. 

 Each state has a probability distribution over the possible output tokens. 

 Therefore the sequence of tokens generated by an HMM gives some information about the sequence of states. 

 Note that the adjective 'hidden' refers to the state sequence through which the model passes, not to the parameters of the model; 

even if the model parameters are known exactly, the model is still 'hidden'. 

 Hidden Markov models are especially known for their application in temporal pattern recognition such as speech, handwriting, 

gesture recognition. 

Description in terms of urns 

 In a room that is not visible to an observer there is a genie. The room contains urns X1, X2, X3, ... each of which contains a 
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known mix of balls, each ball labeled y1, y2, y3, ... . 

 The genie chooses an urn in that room and randomly draws a ball from that urn. It then puts the ball onto a conveyor belt, where 

the observer can observe the sequence of the balls but not the sequence of urns from which they were drawn. 

 The genie has some procedure to choose urns; the choice of the urn for the n-th ball depends only upon a random number and the 

choice of the urn for the (n − 1)-th ball. 

 The choice of urn does not directly depend on the urns chosen before this single previous urn; therefore, this is called a Markov 

process. 

 

 

Probabilistic parameters of a hidden Markov 

model(example) 

x—states 

y—possible observations 

a — state transition probabilities 

b — output probabilities 

 

- Where one can see that balls y1, y2, y3, y4 

can be drawn at each state. Even if the observer 

knows the composition of the urns and has just 

observed a sequence of three balls, e.g. y1, y2 

and y3 on the conveyor belt, the observer still 

cannot be sure which urn (i.e., at which state) 

the genie has drawn the third ball from. 

 

Architecture 

 

 

 The diagram shows the general architecture of an instantiated HMM. 

 Each oval shape represents a random variable that can adopt any of a number of values. 

 The random variable x(t) is the hidden state at time t (with the model from the above diagram, x(t) ∈ { x1, x2, x3 }). 

 The random variable y(t) is the observation at time t (with y(t) ∈ { y1, y2, y3, y4 }). The arrows in the diagram denote conditional 
dependencies. 

 It is clear that the conditional probability distribution of the hidden variable x(t) at time t, given the values of the hidden variable x 

at all times, depends only on the value of the hidden variable x(t − 1): the values at time t − 2 and before have no influence. 

 This is called the Markov property. Similarly, the value of the observed variable y(t) only depends on the value of the hidden 

variable x(t) (both at time t). 
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 The parameters of a hidden Markov model are of two types, transition probabilities and emission probabilities (also known as 

output probabilities). The transition probabilities control the way the hidden state at time is chosen given the hidden state at time

. 
 

Transition Probabilities: 

 The hidden state space is assumed to consist of one of possible values, modeled as a categorical distribution. 

 This means that for each of the possible states that a hidden variable at time can be in, there is a transition probability from 

this state to each of the possible states of the hidden variable at time , for a total of transition probabilities. 

 Note that the set of transition probabilities for transitions from any given state must sum to 1. Thus, the matrix of 

transition probabilities is a Markov matrix. 

 Because any one transition probability can be determined once the others are known, there are a total of transition 

parameters. 

 

Emission Probabilities: 

 For each of the possible states, there is a set of emission probabilities governing the distribution of the observed variable at a 

particular time given the state of the hidden variable at that time. 

 The size of this set depends on the nature of the observed variable. For example, if the observed variable is discrete with 

possible values, governed by a categorical distribution, there will be separate parameters, for a total of 

emission parameters over all hidden states. 

Bayesian network 

 
 A Bayesian network, Bayes network, belief network, Bayes(ian) model or 

probabilistic directed acyclic graphical model is a probabilistic graphical model 
(a type of statistical model) that represents a set of random variables and their 

conditional dependencies via a directed acyclic graph (DAG). 

―A simple Bayesian network. Rain influences whether the sprinkler is activated, and 

both rain and the sprinkler influence whether the grass is wet.‖ 

 

 For example, a Bayesian network could represent the probabilistic relationships between diseases and symptoms. Given 
symptoms, the network can be used to compute the probabilities of the presence of various diseases. 

 Bayesian networks are directed acyclic graphs whose nodes represent random variables in the Bayesian sense: they may be 

observable quantities, latent variables, unknown parameters or hypotheses. 

 Edges represent conditional dependencies; nodes which are not connected represent variables which are conditionally 

independent of each other. 

 Each node is associated with a probability function that takes as input a particular set of values for the node's parent variables and 

gives the probability of the variable represented by the node. 

 For example, if the parents are Boolean variables then the probability function could be represented by a table of entries, 

one entry for each of the possible combinations of its parents being true or false. Similar ideas may be applied to undirected, 
and possibly cyclic, graphs; such are called Markov networks. 

 Generalizations of Bayesian networks that can represent and solve decision problems under uncertainty are called influence 

diagrams. 

 

Rules of Inference 

Rule of inference Tautology Name 
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Addition 

 

 

Simplification 

 

 

Conjunction 

 

 

Modus ponens 

 

 

Modus tollens 

 

 

Hypothetical syllogism 

 

 

Disjunctive syllogism 

 

  
Resolution 

 

 

 


